
Rosette Entity Extractor: A Hybrid Solution
Sophisticated five-step system for customized data mining

Entity extraction does not lend itself to a “one size fits all” solution, because depending on the entity type, one extraction 
method can be excellent for finding people, but awful at finding URLs. Rosette® by BasisTech uses a hybrid of approaches 
to maximize precision and recall for each entity type extracted. For credit cards that have a very specific pattern, a 
pattern-matching approach is superior to training a statistical model to recognize credit cards, which are few and far 
between in most data sets. What’s more, Rosette offers broad, consistent language coverage to deliver good results out of 
the box to process the languages you need. Adaptability means you can optimize Rosette’s performance on your data and 
for your use case.

Preprocessing
In the preprocessing phase, text is broken down into tokens (words).

Extraction

STATISTICAL OR DEEP NEURAL NETWORK PROCESSORS

These processors detect entities which cannot be exhaustively listed—e.g., people, locations, organizations, and personal 
titles—by machine learning the context in which they appear. Based on context, they can also find entities that are 
misspelled or just new. They are also not confused when “Paris” refers to an organization, person, or a city.
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The statistical models are trained on text in which entity types are identified or “tagged” by people based on guidelines 
defining each entity type. (For example, are fictional characters tagged as “person” or not?) The training data includes 
many examples of each entity type and a variety of genres (news, product reviews, blogs). 

EXACT MATCH PROCESSOR

Entity types which are fairly unique (e.g., names of religion, such as “Buddhism”) and can be exhaustively listed in an 
entity list are suited to the exact-match processor. These include: personal titles, nationalities, and religions. Rosette 
features a specially formulated blazingly fast engine for extracting exact match entities.

PATTERN MATCHING PROCESSOR 

Entities which fit a pattern are ideal for regular 
expressions. These types include email addresses, URLs, 
money, phone numbers, date, time, personal ID (e.g., 
social security number), distances, credit card numbers, 
latitude and longitude, and UTM coordinates.

Linking

Finding the entities is one task, connecting them to real-life people, organizations and locations is an entirely different 
task. By looking at the context of each entity mention as well as customizable rules the user has set, the entity linking 
algorithm links each entry back to a knowledge base record ID. To do this, the problems of ambiguity and variety have to 
be balanced to calculate a linking confidence score. 

AMBIGUITY

When one name can refer to two or more entities, use context to decide which entity it is. 

Example: [Mars] could be: 

• A candy company (entity type: organization)

• A planet (entity type: location)

KEY

Hilton Paris Opera in Paris is one of the 

hotels founded by Conrad Hilton who is the 

great-grandfather of Ms. Paris Hilton.

PERSON (STATISTICAL)

LOCATION (STATISTICAL)

ORGANIZATION (STATISTICAL)

TITLE (STATISTICAL)
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VARIETY

For entities with more than one name, group them as “synonyms.” 

Example: 

• New York City

• NYC

• The Big Apple

Adjudication

When two or more processors return conflicting results, the Redactor processor decides which result is the correct one. 
Users can give greater weight to some processors over the others.

In this example, the exact matching processor and statistical processor differ in how they tag “Christian” and “Christian 
Dior”.

RESULTS FROM STATISTICAL PROCESSOR

RESULTS FROM EXACT MATCHING PROCESSOR

KEY

Although he had a Roman Catholic upbringing, 

religion was not one of John Galliano’s main 

obsessions during his time at Christian Dior.

RELIGION (EXACT MATCHING)

KEY

Although he had a Roman Catholic upbringing, 

religion was not one of John Galliano’s main 

obsessions during his time at Christian Dior.

PERSON (STATISTICAL)

ORGANIZATION (STATISTICAL)
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REDACTOR RESULT

In Document Analysis

CO-REFERENCE

Lastly, the co-reference processor links the pronouns to their references (pronominal resolution) and chains together 
references about the same entity to each other (co-reference chaining).

SALIENCE SCORES

Entity salience scores indicate which entities are most relevant to the main subject of document. Returned salience 
scores are binary: either 0 (not salient) or 1 (salient). 

For example, extracted entities from an article about The Beatles on Reuters.com would include Paul McCartney, John 
Lennon, Ringo Starr, George Harrison, Reuters, and any other locations, organizations, and people mentioned in the 
article. John, Paul, George, and Ringo—the entities that are the focus of the article—would have a relevant salience score 
(1), while Reuters would have an irrelevant score (0). 

Rosette Entity Extractor (REX) does a fine job of extracting entities from news articles in order to create metadata or 
enable faceted search. However, if your data looks less like news or has idiosyncrasies, REX has many adaptation options 
that will enable it to perform better on your data. 

KEY

Although he had a Roman Catholic upbringing, 

religion was not one of John Galliano’s main 

obsessions during his time at Christian Dior.

RELIGION (EXACT MATCHING)

PERSON (STATISTICAL)

ORGANIZATION (STATISTICAL)

Although he had a Roman Catholic upbringing, religion was not 

one of John Galliano’s main obsessions during his time at 

Christian Dior. He received praise for his haute couture and 

ready-to-wear collections. Galliano was later dismissed from 

the fashion house for anti-Semitic comments.
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Customization: Adapting Rosette to Your Data 
and Needs 

Optimizing For Your Data
There are several ways to make REX perform better on your data.

MODIFYING THE EXACT MATCH & PATTERN MATCH PROCESSORS

If your data has unusual date formats, or if it has nationalities beyond the standard set (Klingon, Vulcan, Ferengi, 
anyone?) you can modify the shipped entity lists (“gazetteers”) or patterns (i.e., regular expressions) to cover those cases. 
Gazetteers can even be added at runtime.

ENHANCING THE STATISTICAL MODEL

In financial documents, words are used slightly differently than in mainstream news articles. For example, the function 
word “outturn” is used in finance the same way “outcome” is used in news. Unsupervised training (training with 
unannotated data) could increase your accuracy the few points you need. In this process, just grab a quantity of 
documents that are representative of the data you need to process. There’s no need to mark up the entities. Use the 
provided REX field training kit to add this data to the main training corpus and rebuild the model.

WHY DOES UNSUPERVISED TRAINING WORK? 

This unsupervised process allows Rosette to more accurately locate entities in the genre, style, and vocabulary used by 
your data, based on the idea of word clusters, i.e., similar words tend to appear in similar contexts. Therefore, REX could 
learn that “outturn” appears in the same cluster/context as “outcome,” thus affecting the probability that words around 
“outturn” are—or are not—entities. 

For even better accuracy, try supervised training if your data is electronic medical records or a genre that is very different 
from the language of news articles and blogs that REX is trained on.
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HOW DOES SUPERVISED TRAINING WORK?

In this case, the user adds a quantity of representative data annotated by humans, and then retrains REX with the added 
data. This method teaches REX the unique contexts for entities that are common in your documents. Only a few hundred 
annotated documents may significantly improve accuracy.

Ways to Add New Entity Types

GAZETTEERS FOR EXACT MATCHING

• Suited for: Entity types which can be exhaustively listed and are fairly unique, such as religions  (e.g., “Buddhism”) 
and nationalities.

• Pros: Relatively low effort. Entities can be easily added by dropping files into the correct directory. REX will start 
using the new files on-the-fly while the system is running.

• Cons: This processor is not context sensitive, so it cannot detect when “Christian” is a religion or when it is a name 
(e.g., “Christian Dior”).

REGULAR EXPRESSIONS FOR PATTERN MATCHING

• Suited for: Entities which fit a pattern, such as Twitter handles, email addresses, and URLs.

• Pros: New regular expressions for adding new entity types are easily created and added.

• Cons: This processor is not context sensitive, and overly complex and recursive patterns can affect speed.

SUPERVISED TRAINING FOR STATISTICAL EXTRACTION

In this case, training data rich in the new entity type is annotated and added to the training corpus, and the model is 
retrained using the REX field training kit.

• Suited for: Entity types which cannot be exhaustively listed, such as people, location, and organizations (including 
companies), food, diseases, etc. Entities whose names are less unique (e.g., Independence—city in Missouri).

• Pros: Context sensitive, extracts entities that were misspelled and those it has never seen.
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• Cons: Requires annotating data and retraining the model to add entities.

• Customizability: The quality of the training data is extremely important. Human annotators have to follow the 
same guidelines for marking up new entities. Human annotations should be cross-checked for consistency by 
having more than one person annotate every document. Sloppy annotations will produce low quality extraction 
results.

Error Correction

The nature of statistical modeling is that isolated errors usually cannot be corrected in the model, but if there are patterns 
of errors or specific non-entities that are consistently labeled as entities, those cases may be correctable.

REJECT GAZETTEERS

If REX repeatedly extracts a specific nonentity as an entity from your data, you can create a“denylist” of those words from 
being extracted as entities.

REJECT REGULAR EXPRESSIONS

Similarly, if you can describe a pattern that fits nonentities which REX are extracting as entities, you can define a regular 
expression to “denylist” those entities. Perhaps a certain ID number is being confused with a credit card number, but it is 
easily identified by the fact that it starts with “4999”, then define a regular expression to exclude those 16-digit numeric 
strings starting with “4999.” 

CUSTOM PROCESSOR

REX has the powerful option to add a user-created, custom processor into the REX pipeline either before extraction 
or before redaction. A pre-extraction custom processor can preprocess input data—e.g., strip email footers (to avoid 
confusing REX) or add metadata to target files. A pre-redaction custom processor can correct or modify extractor output 
where there is a pattern of errors.

Samples of Functions of a Pre-redaction Custom Processor

• Reject a mention as an entity: You want to exclude specific non-entities from the new list of entity results.

• Correct the entity type: Suppose you are processing personal letters, and the PER entities following a letter closing 
(“Yours Truly,” “Sincerely”) are being tagged as ORG and you want to fix that.

• Modifying entity boundaries: In this case, “Hi Joe” is being extracted as PER, and you want the custom processor 
to remove “Hi” from the entity boundaries.



REJECT FUNCTIONS VS. CUSTOM PROCESSOR

The custom processors are powerful compared to the reject function. The reject files for regular expressions and 
gazetteers simply filter out a list of words or a pattern-matched set of words without considering the context in which 
these words appear. By contrast, custom processors at the pre-redaction phase have access to the entire context in which 
an extracted entity appears, and thus smarter rules can be created.

REX OPTIONS & CONFIGURATIONS

REX has built-in options that can be turned on to handle certain common situations.

• Options for Lists and Tables: REX’s Fragment Boundary Detector option helps it perform better on data that is 
mostly tables and lists and lacks end-of-sentence punctuation.

• Adjudicating Between Extraction Processors: REX is often running three different processors (exact match, pattern 
match, statistical) to find entities. These processors may produce conflicting results.  Depending on your situation, 
you may choose to give greater weight to results from one processor versus another. Perhaps you have a gazetteer 
of company names that are specific to your industry. In that case, you may choose to give the exact match processor 
precedence over results from the statistical processor.

• Joining Entities: There are cases where you may wish for two adjacent entities to be returned as one, such as a title 
followed by a person (e.g., “President”+”Barack Obama”). The user can write rules for the Joiner as to when and 
how two adjacent entities should be combined into one.

All the tools for customization are provided with REX, but if you need help getting started, BasisTech also provides 
engineering services. Contact us at sales@basistech.com.

www.basistech.com
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