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Introduction 
Technology That Would Rule the World

In 2010, SoftBank founder Masayoshi Son said, “Those who rule chips will rule the entire 
world. Those who rule data will rule the entire world.” While I don’t have much to say about 
chips, I do have strong convictions about data. 

Data is the real backbone of artificial intelligence. Any application built on machine learning 
is only as good as the data on which it’s trained. That’s why many of the world’s biggest 
firms are also the biggest data hoarders: AI is the technology of tomorrow, so those with 
the best data will “rule the entire world.”

What Stands in the Way

But data acquisition isn’t the only challenge AI is facing on its path to global integration. For 
many industries—especially highly regulated spaces—the “black box” problem is proving 
just as daunting. 

Understanding and overcoming this problem is the central concern of this handbook. 

We’ve divided it into three parts. The first part, Inside AI, focuses on explaining and 
articulating the fundamental value proposition of AI to highly regulated industries. The 
second part, The Regulator’s Perspective, introduces the “black box” problem; regulators’ 
positions on it; the history of policy; the relationship between the regulatory community 
and commercial enterprise; and new developments in that dynamic relevant to AI 
integration. The last part, Bridging the Gap, provides insight and in-depth advice for firms 
looking to overcoming this hurdle. 

Who Is This Handbook For? 

Do you work in a heavily regulated industry like financial services or healthcare? Are 
you interested in AI and the key issues surrounding the technology? Do you work for a 
regulatory organization? Are you a fan of cool robot art and interesting ideas? If you said 
yes to any of these questions, then this handbook is for you.  
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I’m a firm believer in AI: I’ve worked to create industry applications using the technology 
for over twenty years. But, as much as I’ve always had my eye on the AI that could be, it’s 
been just as important to our firm that we understand the limitations, challenges, and 
unanswered questions of the AI that is. This handbook is meant for a reader who wants 
such a perspective: the potential and the pitfalls, the dreams and the reality. 

Those that can keep a handle on both make the future. 

Thanks and enjoy, 

Steve Cohen

Steve Cohen is responsible for worldwide sales and the planning and operations of Basis 
Technology’s linguistic product research and development. Before founding Basis Technology 
with Carl Hoffman, Steve was engineering manager for Cognex Corporation’s Tokyo office 
and development manager for SMT device inspection. He has also consulted on software 
internationalization engineering and developed software for embedded systems and electronic 
test equipment. Steve earned a bachelor’s degree in electrical engineering from MIT and 
studied at Waseda University in Tokyo. 
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What Is AI? Complex Technology 
in Plain English
Adapted from an interview with Kfir Bar of Basis Technology

There’s a quote from the classic science fiction writer Arthur C. Clarke that perfectly 
captures the modern AI phenomenon: “Any sufficiently advanced technology is 
indistinguishable from magic.” AI is about as sufficiently advanced as technology gets in the 
21st century, so it should, therefore, be no big surprise when its advertised capabilities don’t 
seem to have clear limitations.  

But, it’s not just its inherent complexity that gives AI the appearance of unlimited potential. 
It’s also due to how poorly it’s explained. 

So, to help demystify humanity’s latest magical machine, I’ve compiled a set of clear 
definitions and intuitive explanations of AI’s most important terms. As a solid grasp of AI 
is becoming more and more critical to everyone in the business world—let alone anyone 
reading this booklet—I believe you’ll find these descriptions extremely useful. 

artificial intelligence (AI) 
(ärdə'fiSHəl in'teləjəns) noun

AI is what we use to build algorithms that solve complex problems. What’s a complex 
problem? Good question. It’s a problem where a simple relationship between inputs and 
outputs is difficult to create. Voice to text is a perfect example of such a problem. 

Imagine you’re designing a voice to text solution. The first challenge is calibrating your 
system to analyze the input. The input isn’t text: It’s a signal, a wave—a time series. And 
each instance will be unique. Even the same person repeating the same word doesn’t 
produce a perfectly identical, repeating pattern. As a consequence, you cannot create clean 
definitions for inputs or write “if/then” rules: If I see X and Y wave pattern, then I know 
that it’s the word “Z.” Even if you’re only considering inputs, you’re looking at a complex 
problem. 

To solve your dilemma, you have to have a more sophisticated means of mapping inputs to 
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outputs. What you need is a more flexible methodology of learning the key attributes that 
would allow your system to match a signal pattern to a given word. Here’s where AI comes 
in. Using machine learning, you can teach your system to recognize given signal-to-word 
matches by letting them build a model of how they relate. 

First, you create (or buy) a dataset composed of input/output matches. We typically call 
it a “gold standard,” as it provides the true, human-curated mapping of inputs to outputs. 
In this dataset, there would be a variety of pronunciations of a particular spoken word 
coupled with the appropriate written word. For example, numerous audio files of the 
word “helicopter” would be labeled as inputs and matched to “helicopter” as a labeled text 
output. These input/output matches are then fed to a machine learning (ML) algorithm, 
which, through this training process, develops an understanding of the core features of the 
signal patterns that map to particular words. This understanding is known as a model, and 
it allows you to build voice to text applications that can deal with input variety. 

What I’ve just described to you is classic ML, and it is through ML that we build 
applications for hard problems. While there are different types of ML (which we will get to 
later), this is the key approach that defines modern AI.  

machine learning (ML)
(mə'∫in 'l3rnIŋ) noun

Machine learning is the training process we described above, but it is often used to 
describe what an application does after training is complete: It predicts. Training produces 
an understanding of the relationship between inputs and outputs, but this understanding 
(model) isn’t perfect. Because of this, when an application produces outputs on the basis of 
that model, it’s making a prediction. Given what it has seen, it predicts input “X” should be 
matched with output “Y.” 

This terminology might throw some people off, as we rarely think of our own judgment 
process in such a manner, but that isn’t because we aren’t making predictions. Anytime 
our brain attempts to recognize anything, it’s trying to predict what that thing is. It’s 
trying to match our sensory data to pre-existing conceptual patterns, and, when it comes 
to a perceived match,  it produces an interpretation: a prediction of what something is. 
Sometimes we really know we’re only guessing—memory fails or we aren’t terribly familiar 
with a given pattern—but sure or uncertain, every interpretation our brain makes based on 
sensory data is (more or less) a prediction. 

Given this fact, the similarity between modern AI (ML) and our own organic intelligence 
should now be a little more apparent. 
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model 
('mad(ə)l) noun

As already mentioned, a model is the output of the training process. It is the mapping 
between inputs and outputs that the ML algorithm has made based on the data it was 
given. Instead of more unfamiliar definitions, let me give you a more relatable, intuitive 
explanation.

When you study for an exam, you could look at previous exams and memorize the 
question/answer pairs. This method works wonderfully...if the exam is only composed of 
questions that have appeared on previous tests. But, if you get asked a new question, one 
that didn’t show up before, you’re out of luck. 

The other, better way of studying is to look at the previous exams and create concepts from 
which you can generalize. Using this approach, you can handle the questions you’ve seen 
before and those you haven’t. 

This is a model: a general concept of how Xs relate to Ys. 

natural language processing (NLP)
('næt∫(ə)rəl 'læŋgwIdʒ 'prasesIŋ) noun

AI is divided into a number of subcategories that deal with different kinds of data, and  
NLP is the subcategory that focuses on computationally handling problems related to 
human languages. 

There are a large variety of NLP applications. Some are used to extract quantities, entities, 
or insights from large datasets: NLP helps search engines understand language and deliver 
meaningful search results and financial institutions sift through large numbers of financial 
documents to find key phrases or concepts. Others are used to transform raw information 
into prose: Some major newspapers now use natural language generation to produce short 
articles. These are just a few examples of how this AI technology is used. 

NLP is particularly important given how much human information is stored in language...a 
challenge that has grown exponentially since the arrival of the internet. There is a veritable 
(and ever-growing) ocean of data relevant to the everyday lives of individuals...as well as 
the operations of commercial and government organizations. Unfortunately, the size of 
the opportunity goes hand in hand with the difficulty of seizing it: Sure, there’s a mountain 
of important data, but separating the relevant from refuse is the Everest of data science 
challenges. 
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structured & unstructured data
('str^kt∫ərd ənd ^n'str^kt∫ərd 'dætə) noun

Structured data has some sort of a known, unambiguous order that can be easily 
understood. The information contained in tables, spreadsheets, taxonomies, and protocols 
are all examples of structured data. 

Unstructured data does not have a formal, clear order that can be easily understood. 
Unstructured doesn’t mean “no rules”: Prose (hopefully) follows the rules of grammar while 
being unstructured. Instead, unstructured data describes information whose format is 
difficult for a computer to interpret—and who didn’t find grammar a pain?  

supervised & unsupervised learning
('süpər

'
vīzd ənd 

'
ən'süpər

'
vīzd 'l3rnIŋ) noun

Supervised learning is the classic way ML algorithms build their models during training, 
and it is the process we’ve described in every ML example so far. By feeding an ML 
algorithm a dataset that has labeled inputs and outputs (i.e., annotated data or “gold 
standard”), the algorithm infers the connections between inputs and outputs, allowing it  
to produce a model.

Unsupervised learning is also about algorithms interpreting data to produce models, 
but there is a twist—the data the machine trains on are not annotated. Instead, the ML 
algorithm identifies patterns in the data without any assistance. 

This approach is very good for finding and identifying new, useful patterns. For example, 
imagine you’re an e-commerce giant, and you have a list of all the people that visit your 
website. Let’s say you want to segment them so you can send each group a targeted 
newsletter. You could use conventional categories, like students, parents, etc. But what if 
you don’t think those are the best possible groupings? To find optimal divisions, you could 
use unsupervised learning to sort the data into groups, known as clusters, based on the 
inherent features of that data (e.g., demographics, buying habits, previous purchases), and 
that data alone. This method produces an interpretation free from pre-existing ideas or 
biases and could help you target your newsletters to the best audience possible.  

deep learning (DL)
(dip 'l3rnIŋ) noun

Deep learning is another subcategory of ML. DL models are multi-layered, neural networks, 
where each layer has captured a particular nuance of an input/output relationship. For 
example, if you were to use a deep learning approach to matching photos of dogs to the 
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word dog, each neural net layer would add complexity (or resolution) to the features 
captured by the layer preceding it. 

For example, the first layer would capture the most general features of a photo of a dog: 
light, shadow, curve, etc. The next layer would add more detail to each of those general 
characteristics: curves become more discernible shapes, light and shadow begin to define 
an object. The next layer would do the same with this higher resolution interpretation until 
we eventually identify the entire complexity of the dog. In DL, each layer creates a more 
refined interpretation of the features handed down by the layer preceding it, and these 
layers can become incredibly dense—or deep—hence the name.

neural nets 
('nutrəl nets) noun

The architecture of neural nets is inspired by the design of the human brain and is the 
technological backbone of the DL approach. It’s basically a network of neurons, where the 
output of each individual neuron is then used as one of the inputs for the next neuron. 
By allowing for such sophisticated models, this design has enabled ML to tackle far more 
difficult tasks than was possible via traditional methods.  

Conclusion

We live in an exciting time. Thanks to the accessibility of large datasets, enormous 
computational power, and innovative algorithms, we are finally able to train and run deep 
neural networks. Containing millions of interconnected neurons, these models are capable 
of solving problems that would have been unthinkable for AI systems just a decade ago. In 
this sense, the AI revolution happening right now. 

Because of the universal impact this revolution is having, everyone needs to understand 
AI basics—and they shouldn’t have to be a data scientist to do it. It’s my hope that this 
introduction to these buzzy—but vital—terms provided you with the beginning of that 
foundation. Armed with this advice, you’ll not only be able to navigate the rest of this 
handbook with ease...you’ll also have ample material to be more than impressive at the rest 
of this year’s dinner parties. 

About the Author

Dr. Kfir Bar is the Chief Scientist of the Basis Technology text analytics team. He has spent 
many years working in a wide range of natural language processing disciplines, including 
statistical machine translation, machine learning, ontologies, and language generation. Kfir 
joined Intuview in 2005 as CTO, supporting national security and counter-terrorism missions 
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by deducing authorship, sentiment, intent, and other contextual information. In 2013, he 
co-founded Comprendi, which transforms big data into actionable marketing insights. Kfir 
lectures at three different universities in Israel where he teaches courses in computer science, 
digital humanities, machine translation, algorithms, and NLP. Kfir holds a Ph.D. in computer 
science from Tel Aviv University for a thesis on Semantics and Machine Translation.
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The Essential AI Value Prop: Lower 
Costs & Higher Revenue
Adapted from an interview with Joe Sutherland of Peachtree AI 

There’s a moment that everyone has when they’re in the middle of a technological 
revolution and they realize it. You can imagine the first Model T’s rolling out of factories 
and onto streets having this kind of unique effect on onlookers as an idea took shape: 
Horses, once the foundation of personal transport, would never truly be needed again.

Not that long ago, I had a similar realization. When I was in graduate school, I worked for 
a startup that transformed central bank communications into tradable information. To do 
this, we built an AI system that analyzed the historical relationship between the Federal 
Reserve’s or the Bank of England’s language and market pricing. The AI then used that 
analysis to forecast how future communications would impact markets. Sometime during 
this process, I was struck by the larger implications of our work: AI could now do higher 
level processes—something that once only a Ph.D. could do—only cheaper, faster, and (to be 
honest) with less ego.

The point here isn’t that AI will take over white collar work. That would require another 
order of technology—artificial general intelligence (AGI)—and we’re not even close to that. 
The point is that AI has arrived, and it presents a powerful value proposition we’re only 
beginning to understand. 

That said, the broad strokes of its impact are known. AI excels at prediction, and, as the 
technology is adopted by industry, it’s going to profoundly reduce the costs entailed in 
running a business while creating opportunities that significantly boost revenue.

Prediction: The Core of the AI Value Proposition

Prediction is fundamental to human activity. Every choice we make requires that we make 
a prediction about what the outcome of that choice will be. For example, life comes with 
quite a few big decisions: Whom should I marry? Where should I go to school? Which 
house should I buy? When making these big decisions, we first predict the potential 
outcomes, and then we try to make the choice that brings us to the best outcome.
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We run similar tests even for the smaller choices we make. The answers to questions like, 
“What movie should I see tonight?” or “When should I go to lunch today?” are only arrived 
at through a comparison of forecasted costs and benefits. Every time we engage with even 
the tiniest of decisions, we pay a cost in the form of time, anxiety, and the effort expended 
to accurately run the prediction.

Those costs may seem trivial, but they add up. A recent TIAA study demonstrated that 
Americans actually spend more time on little decisions like choosing a restaurant than 
they do on major decisions, like planning their IRA investments or buying a house! Decision 
fatigue from the many thankless tasks with which we are faced every day—substituting 
semicolons for commas, logging prospect information into CRM, producing memos 
summarizing monthly work—can cumulatively overpower our ability to make the most 
important decisions of our lives.

The power of AI is to make cheaper, faster, and better predictions that supplant our efforts 
to evaluate alternatives and make judgments. By scaling choice evaluation and automating 
smaller decisions, we will make better choices on the things that matter. For businesses, 
this labor saver will profoundly affect the essential components of profit: costs and 
revenue.

Cutting Costs

Because access to faster, better, and cheaper predictions will raise efficiency, the most 
significant contribution that AI is making in industry is the reduction of costs. 

Should this document go to John or to Jane? How should I replace this missing data in the 
spreadsheet so that I can run my sales predictions? Does this widget look broken or not? 
Are supply chain issues about to crop up in this region? AI can and will continue to make 
more mini-decisions like these easier...or take them over altogether. 

I remember consulting for a large company that needed to sort documents into several 
categories. For this simple classification task, the firm had a dedicated staff of six full-
time employees. Using the available information, I trained an AI application to sort tens of 
thousands of documents more quickly than the entire team combined—while maintaining 
and exceeding the quality of their work. The cost of running the system was also less than 
one-sixtieth the cost of the team, producing significant business savings and freeing up 
those employees to do more effective, human-level work for the business. 

For firms in highly regulated industries, this aspect of the value proposition is particularly 
attractive. While they often protect consumers, regulations regularly translate to millions 
(sometimes billions) in lost profits for businesses through paperwork, personnel, and fines. 
Understandably, companies in these spaces are keen to adopt techniques and technologies 
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that allow them to mitigate these costs through improved efficiency. Consequently, it’s 
the unsexy tasks AI can automate—the “low hanging fruit”—that will likely move the needle 
most in finance, healthcare, and other heavily regulated industries. 

Improving Revenue by Seizing Opportunities

Although commonly overlooked, AI has significant potential when it comes to increasing 
the top line. Better predictions underpin fundamental strategic choices, and better choices 
mean bigger revenue. 

Herbert Simon, the winner of the Nobel Prize in Economics, argued that humans are 
prone to satisfice (satisfy+suffice). Humans satisfice when they find the option that seems 
to reflect the best possible outcome over the search that was conducted. However, they 
might be missing out on a much better outcome simply because they were unable to 
search for it. Satisficing is a product of bounded rationality: the idea that humans can only 
consider so many options in the time given to them. The power of artificial intelligence in 
making strategic, long-lasting decisions is that we can analyze huge amounts of data and 
understand what the outcomes might be for all options before the choice is made. The best 
of the options evaluated might be good enough—but we should pick the best option overall.

AI products that “boil the ocean” of regulatory filings, for example, will help executives 
make better decisions because AI will uncover regulatory trends that they otherwise 
would not be able to see. In other words, I might not want an algorithm to decide whom I 
marry, but it would be very useful for it to suggest people I should think about dating. We 
wouldn’t want to miss out on the people we could have the happiest life with just because 
we couldn’t find them.

There is a flip side, however, to assessing every possible alternative and choosing favorites. 
The amount of data AI can analyze is so enormous that it’s not uncommon for the machine 
to report a significant relationship between two variables or factors when in reality such a 
relationship is entirely spurious.

An AI system could analyze Atlanta arrest records and observe a correlation, for example, 
between ice cream and crime. This output could encourage a less-than-careful analyst to 
infer that increasing ice cream consumption causes an increase in crime, missing out on 
the fact that it’s actually summer that’s causing both: People eat more ice cream during 
the summer, and crime is more prevalent during the summer because people are out and 
looking for things to do.

In other words, scientific rigor is integral when using AI: Correlations don’t necessarily 
mean causation. Given enough data, it’s easy to find false connections and make bad 
decisions. 
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Robots Mean You No Harm  

Artificial intelligence isn’t a panacea, but it is causing a revolution. It’s doing this in two 
basic ways: by automating simple decisions and by providing valuable context for big 
bets. A future built on AI that works hand-in-hand with humans looks bright—but it looks 
brightest for the mavens who adopt AI first. 

Early adopters will build significant and enduring competitive advantages by scaling 
slow and expensive processes with replicable and inexpensive AI. They will also leverage 
opportunities in positioning by capitalizing on market needs, monetizing untapped data 
streams, and capturing market segments that value artificial intelligence. While their peers 
are caught rewiring their models to adopt these new technologies, the mavens will already 
have edged out the competition and expanded into new markets.

Given its profound power to influence costs and revenue, artificial intelligence isn’t a 
project to be left wholesale to data scientists and IT. It’s a strategic business opportunity 
that requires technical know-how and organizational coordination. Companies making the 
transition to AI must build data and analytics into their core functions, an enterprise that 
requires careful change management and cross-cutting transparency.

Artificial general intelligence isn’t around the corner, waiting to form Skynet and take over 
the world. For the foreseeable future, the only thing a dreaded robot invasion portends is 
less meaningless work and more informed decision making. This is the AI value proposition, 
and I think it’s a compelling sell.

About the Author

Joe is an expert in leading groundbreaking technological initiatives, by building or supporting 
a data science team to deliver lasting results. A career in technical and operational roles 
at venues including The White House, VC-backed fintech ($20m), Columbia, and Princeton 
help him to represent both the front and back offices. He has extensive experience deploying 
production-grade machine learning architectures on cloud-based stacks (AWS/Azure/GCC) 
with various database infrastructures (SQL, Hadoop, Spark, NoSQL). His academic research, 
published in top peer-reviewed outlets, leverages predictive modeling (in R & Python) on 
structured and unstructured data to make behavioral inferences. He codes fluently in more 
than 8 programming languages and manages open-source software ranked higher than 
99.9% of projects on GitHub. He obtained a Ph.D., MPhil, and MA at Columbia and a BA at 
Washington University in St. Louis



Peachtree AI14

About Peachtree AI

Peachtree AI helps transform businesses into state-of-the-art, scalable organizations that 
profoundly outcompete on cost, innovation, and customer engagement. We work with clients 
who are technology mavens, with the potential and ambition to lead their industries, and with 
the adaptability to define the future. Our team, which has been helping clients globally with 
their technological needs for more than a decade, delivers results by leveraging significant 
experience in project management, analytics, and software development. With Peachtree AI, 
you can build a leading organization with a long-lasting competitive advantage.
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Never Search Again
Adapted from an interview with Jason Briggs of Diffeo 

AI is making its way into every industry you can think of. From your car to your home,  
it’s everywhere. I don’t have the background to unpack its impact across every industry 
that AI touches, but I can give an overview of the inroads the technology is making in 
financial services. 

Two major ways in which the technology is making itself felt are quantitative modeling for 
price prediction and collaborative machine intelligence. 

AI in Finance: Better Price Predictions

The most common use of AI in finance is in simple machine learning techniques on large 
amounts of quantitative data, primarily pricing information and event data. These systems 
attempt to discover historical patterns in quantitative data so investors can be prepared for 
future price trends and trade accordingly. 

Kensho is a great example of a company applying AI to massive streams of quantitative 
data to produce insights. By feeding time series, data of events, and stock prices into 
various machine learning algorithms, they can anticipate events like the date of the next 
iPhone release. Predicting price movements based on quantitative data has been the most 
successful application of AI in this industry to date.

As a result, to the average financial professional, “AI” is often just another word for an 
approach to optimizing quantitative problems. Despite the fact that it’s clearly helping, it’s 
not really living up to classic visions of machine intelligence; it’s not the manifestation of AI 
that captures imaginations.  

This view means that among emerging applications in this space, those that focus on visibly 
and continually helping users with qualitative work have an excellent shot at standing out. 
Users are hungry for AI technology that helps them with their day-to-day tasks. 

AI in Finance: Collaborative Machine Intelligence

Searching unstructured data is a big problem in the financial services space. First of 
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all, there are just too many disparate data sources to dig through—outdated enterprise 
data portals, third-party content systems, Exchange email, shared drives, and the whole 
public web. In addition, it is difficult to build queries to find the information you didn’t 
know you were looking for or needed, even though that type of insight is usually the most 
helpful. The difficulty of finding what you don’t even know exists leaves lots of value on 
the table. An enterprise’s data is one of its most valuable assets, but unfortunately, most of 
it is unreachable. Making the data accessible is where AI can step in: It can review all the 
possible connections based on what the user is looking at on their screen right now and 
present the best data for the user to review based on their work context. 

Hard as it may be to swallow, many knowledge workers are spending 80% of their time 
searching, leaving only 20% for actual analysis. By taking over the intensely manual and 
repetitive aspects of searching, querying, and ranking, collaborative machine intelligence 
can flip that ratio on its head. 

Early evaluations have shown massive improvements in both quantity and quality of 
information discovered using collaborative machine intelligence. I know of a hedge fund 
whose fund mechanics were entirely based on how quickly they could analyze debt 
securitization deals. Productivity was measured by the time it took to clear a data room: 
shared drives with thousands of files in different formats and languages filled with loan 
agreements and operational reports that each needed to be analyzed to determine the 
likelihood of default. Before deployment, they averaged four months per data room. They’re 
on track to cut this down to two months by radically accelerating their discovery phase 
with collaborative machine intelligence.

The value of collaborative machine intelligence is much more obvious to users without a 
background in AI, even though successful operation requires close collaboration with a 
human. Humans are still the best at making consequential decisions based on qualitative 
data and will be for a while, but they greatly appreciate having more tedious parts of their 
job automated. 

AI in Finance: The Future 

There’s so much room for AI to take over early stage processing tasks like information 
gathering and first pass analysis. Collaborative machine intelligence has the potential to 
take over much of the information discovery process. It may seem like a pipe dream now, 
but there is a very real and not too distant future where you will never need to search 
again, where streams of information will integrate directly into your workflow, where and 
when you need it. 

This new paradigm is a revolution whose impact is difficult to overestimate. As I mentioned 
before, an enterprise’s data is one of its most valuable assets, and right now it is very far 
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from being optimally deployed. After all, where can a firm’s competitive advantage be found 
outside of the unique knowledge that it has? If it can tap into that more effectively, the sky’s 
the limit.

This reason is why Google, Amazon, Microsoft, and others are all racing for AI dominance. 
They recognize the stakes. They understand that there is no better way to unlock the 
potential of your employees than by feeding them the right information at the right time 
and letting humans spend 100% of their time on tasks that they do best.

About the Author

Jason Briggs is the COO at Diffeo, an AI startup based in Cambridge, MA building 
collaborative teammate technology for defense and financial services customers with $3.8 
million in sales in 2017. Jason led Diffeo’s participation in the Fintech Innovation Lab, where 
he has been working with top-tier financial firms to solve their disparate data challenges. At 
Diffeo, Jason has brought together a wide range of partnerships. For example, he led Diffeo 
in the Salesforce Incubator’s AI Cohort of 2017, where Diffeo was featured in Quip’s keynote 
presentation at Dreamforce. 

While studying computer science and military history at Williams College, Jason co-founded 
Meta Search in 2014 after watching his mom try, and fail, to find files on her computer. Meta 
launched to thousands of beta users before being acquired by Diffeo in 2016. 

About Diffeo

Diffeo is an AI-powered research assistant that connects to the tools you use every day and 
helps you uncover relationships across disparate data. Every line you read and write teaches 
Diffeo what matters to you. Behind the scenes, Diffeo uses that context to dynamically build a 
personalized knowledge graph of relevant people, organizations, places, and events.
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Cyber Security’s White Knight:  
AI for Threat Intelligence 
Adapted from an interview with Staffan Truvé of Recorded Future

While statements like, “AI’s impact on the business world is unilateral,” are true, they 
don’t really convey the gravity of revolution we’re seeing unfold. The devil, they say, is in 
the details, and any true understanding of the technology’s present and future power lies 
buried in thousands of niche applications. 

So, instead of gesturing to some great, vague conceptual expanse like “the private sector,” 
I’d like to focus on a particular space. Namely, my field of expertise: threat intelligence 
for cybersecurity. The organizations we work with are seeing three major advantages in 
applying AI to combat cyber attacks and reduce risk:  

1. Identifying breached customer payment data or healthcare records.

2. Uncovering emerging threats to data and technology.

3. Measuring real-world risks from active vulnerabilities and malware.  

Let’s take a look at each, and explore in detail how AI is being leveraged in this critical 
space. 

Finding the Data Leak

Today it’s a fact of life that companies who transact business online find their data targeted 
by various forms of cyber fraud. Organizations in highly regulated industries carry a weight 
of justifiable expectation from users, customers, and patients. They are expected to do 
everything they can to protect personal information: information that if breached could 
cause not just significant personal impact on victims but also result in financial loss. In fact, 
recent research from IBM and the Ponemon Institute puts the average cost of a data breach 
globally at $3.86 million, a 6.4 percent increase from 2017.1 

Applying AI to collect data from hard-to-reach sources where breached information 
like payment card numbers or healthcare records are being advertised or traded is vital 
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intelligence for these businesses. Natural language processing is particularly useful in 
analyzing discussions in foreign language forums on the dark web, and pattern matching 
can help to reveal relevant BINs (Bank Identifier Numbers), specific payment card types or 
healthcare information. Applications of this technology mean that when Russian criminal 
actors, for example, are discussing new cyber threats or selling compromised data security, 
teams can be alerted in real-time. 

Identifying Weaknesses

Businesses are investing significantly in ways to uncover cyber threats before they hit. 
Research Firm KBV estimates that the threat intelligence market will be worth $9.6bn 
globally by 2023.2 

With traditional threat intelligence methods, human analysts would sift through raw data 
from sources hunting for relevant information around a potential threat. Today, AI helps 
scale up that data collection from huge numbers of sources, and machine learning can be 
applied to keep the intelligence delivered to a human as relevant as possible. The system I 
work on collects data from over a million sources and can process 350 facts per second. 

The ultimate aim is to arm the security analyst with the kind of information they care most 
about, like a potential threat that targets a business’ technology or is already targeting 
companies in the same industry. 

The Most Vulnerable Vulnerabilities

Managing software vulnerabilities is a key part of every information security strategy. 
The challenge is there are so many vulnerabilities, and it’s hard to know which ones are 
actually being exploited. Manually gathering and analyzing all of the references to a new 
vulnerability from official sources, hacker forums, social media, etc. would be next to 
impossible. 

Here AI can rapidly uncover references from all of those sources, but also use sentiment 
analysis to determine language that implies that vulnerability is being exploited in the wild 
or has become part of a commoditized exploit kit.

AI’s Impact on Cyber Security

The overwhelming amount of available threat data is challenging the capacity of human 
analysts to effectively identify potentially useful information, including uncovering 
emerging threats that could be relevant to their business. Applying machinery to the 
collection of data unburdens human analysts to focus on refining new intelligence, which is 
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considerably less time-consuming than gathering, reading, and understanding information 
from intelligence sources manually. 

From a rough calculation, I estimate it would take more than 10,000 humans to collect and 
process data the way that the system my team and I have built can.

Another big advantage of tasking machines with collecting and processing this kind of 
intelligence is that it can be made available to other software used by security teams. This 
portability means even if a security analyst isn’t a threat analysis expert, they can correlate 
our intelligence with other sources or get a consumable summary that helps them make a 
fast and confident decision. 

What’s Next for AI & Cyber Security

Highly regulated industries will continue to be high-value targets for cybercriminals. As 
these criminals see declining revenues from their current tools, they will likely also start 
using AI to launch more sophisticated attacks. Unfortunately (in this case), AI is only getting 
easier to use...meaning that one can expect this to happen sooner than later. 

The targeted industries therefore also need to ramp up their defenses with even more 
sophisticated applications of AI and machine learning. It is also safe to assume that 
government agencies monitoring these regulated industries will start using AI to monitor 
compliance, and thus also drive these companies to invest in new technology to ensure 
compliance with regulatory requirements.

While it’s all a bit overwhelming, this application is just one of the universe of ways AI is 
making its presence felt. It’s taken over 60 years for AI to make its way from a summer 
camp slogan to the forefront of every industry, and, as a lifelong technologist, I am thrilled 
to witness what applications the coming years will bring. 

About the Author
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About Recorded Future

Recorded Future arms security teams with the only complete threat intelligence solution 
powered by patented machine learning to lower risk. Our technology automatically collects 
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context in real-time and packaged for human analysis or integration with security 
technologies.
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How Innovation Causes (& 
Potentially Solves) AI’s Biggest 
Compliance Problems
Adapted from an interview with Evan Schnidman of Prattle

In highly regulated industries like finance and healthcare, AI faces at least three key 
compliance issues. First, these industries tend to be built on a high degree of human 
expertise, so social pressure remains to simply hire another person to fill a role rather than 
utilizing technology to make existing personnel more productive. Second, this human-
centric ethos is codified with asset management exams (Series 7 and 63), board licensure 
(in the case of medical practitioners), and training qualifications like an MBA, CFA, MD, 
and NP. Machines cannot “pass” such exams or engage in such training, so the personnel 
managing the machines are liable for their performance and therefore hesitant to adopt 
new technologies. 

The last barrier is the “black box” problem, which is arguably the single most significant 
hurdle to widespread AI adoption in regulated industries. In short, the “black box” problem 
is essentially the reluctance on behalf of decision-makers to adopt new technology that 
cannot be easily explained. 

This last hurdle will be the focus of this piece.  

Understanding the Problem

Much of modern AI relies on deep learning models that are almost impossible to explain 
to the average layperson. In many cases, this fact has resulted in the perception of these 
systems as “black boxes”: technological monoliths that simply cannot be understood 
without data science or developer expertise. 

For example, deep learning models, like Long Short-Term Memory models (LSTMs; a form 
of neural network) are predicated on “remembering” information over what are essentially 
arbitrary time intervals selected to ensure the models perform best. The arbitrary nature 
of these models makes classically trained statisticians nervous about over-fitting and 
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prevents non-technical personnel from being able to explain how or why the models work 
the way they do. 

These LSTMs and other deep learning models are nearly impossible to explain, propagating 
the image of AI applications as inscrutable, mysterious, and, unfortunately, untrustworthy.   

The Regulatory Response 

Regulators have simultaneously chosen two methods for overcoming these AI-related 
compliance hurdles:

1. Force a higher degree of disclosure.

2. Hire data scientists to more effectively and efficiently evaluate regulatory 
infractions. 

The first method shifts the regulatory burden to those being regulated and slows the 
adoption of AI technology in regulated industries. No doctor, for instance, wants to lose 
their medical license over an AI-generated diagnosis that proves to be wrong. This fear 
creates a scenario in which AI technology will not be adopted unless it is proven 100% 
accurate, a standard that is impossible for humans to meet and is not cost effective in most 
applications. 

The second method is due in part to cost pressures and the need to streamline 
enforcement. Thus, underfunded regulators, like the SEC, have begun to take a more data-
intensive approach to identify regulatory infractions. This approach has the added benefit 
of encouraging regulators to gain a better grasp of modern technology, along with the 
ability to more capably evaluate it.

Industry’s Responsibility 

For the time being, the burden still falls on the industry to meet the regulators. The 
regulators are taking baby steps into the modern economy by hiring more technical 
personnel, but their institutional and budgetary pressures can slow their rate of change to 
a crawl. 

This situation poses a significant challenge to those working in highly regulated industries 
that want to adopt AI. Since technology is largely still being regulated the same way 
humans are, those adopting the technology are pressured to utilize only “explainable AI.” 
While this narrows the field of technology options available and may result in suboptimal 
outcomes, it also helps both regulators and human experts better understand how 
technology is being utilized. 
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The norm in most highly specialized industries is for regulators to single out an individual 
human being for an infraction, but the addition of more technical personnel is making this 
difficult. For example, hedge funds are increasingly being run by data scientists who have 
little to no financial services expertise and are simply looking for ways to optimize models. 

These technical folks tend to struggle to understand the regulatory perspective, in large 
part because they are data or methodological experts rather than industry experts. As 
technical personnel play an increasingly prominent role in regulated industries, it is no 
surprise that they are likely to miss the underlying rationale behind regulations that have 
been built based on decades of historical context.

The Cyborg Strategy 

The marriage between human- and machine-driven strategies is more important than 
ever. In chess, we have seen that “cyborg” or “centaur” chess teams continue to beat human 
grandmasters as well as pure computer opponent because humans still possess innate 
knowledge that machines cannot calculate. 

By combining the best qualities of humans and machines, those in regulated industries can 
both optimize outcomes and make their strategy more easy to explain to regulators. Over 
time, technology will likely improve to a point where AI can outperform cyborg teams, but 
by then regulators will hopefully have technical personnel capable of understanding and 
explaining the role AI played in the process. 

Technology as a Bridge

For generations, those in highly regulated industries have butted heads with the regulators 
charged with maintaining systemic safety in those industries. As both these industries and 
their regulatory bodies shift from human-centric to technology-centric, they may be able 
to remove human personalities from the equation a bit, thereby allowing regulators to 
evaluate computational models rather than mental processes. 

This shift means regulators may no longer have to worry about determining intent, but 
rather simply examine the model and verify that the regulated entity was doing things 
within legal boundaries. In short, technology can help regulators and those being regulated 
to remove emotion from the equation and simply look at the facts. While this is still 
just a possibility, this technology has the potential to improve the historical pattern of 
contentious relations between regulators and those working in regulated industries. 

About Evan Schnidman

Before starting Prattle, Evan taught at Brown University and Harvard University and 
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AI’s Biggest Integration Hurdles
Adapted from an interview with Jonah Crane of FinTech 
Innovation Lab

Ignore the rumors: Compliance is not the obstacle to AI technology integration in financial 
services and other highly regulated industries. There are many significant challenges to 
AI integration before you even get to compliance questions—identifying appropriate use 
cases, building software that nontechnical users can navigate, adequately training the 
algorithms, turning analysis into business decisions, etc. The good news is that addressing 
those challenges can, in turn, go a long way towards achieving compliance. 

That said, it’s hard—and it’s only going to get harder—for firms to get their cutting-edge 
AI applications clear of the high bar regulators are setting. To help industry players better 
understand the activity and perspective of the regulatory community on these issues, this 
piece will highlight the primary regulatory and compliance obstacles that AI will have to 
navigate on the path to deployment in financial services.

Solution/Problem Fit: AI’s Key Challenge

The first challenge is making sure that an artificial intelligence or machine learning 
tool is the right solution for the problem you are trying to solve—this is the B2B version 
of product-market fit, and it’s absolutely critical to successful proof-of-concept and, 
ultimately, deployment. So, start with problem identification and then ask whether one 
of the varieties of AI-driven tools are really, to paraphrase Star Wars, “the droids you’re 
looking for.” 

Regulatory guidance typically focuses on policies, procedures, and governance more 
than outcomes. For example, “poor fit” and “incorrect use” are two of the principal model 
risks identified by regulators. So, if you’ve gone about problem identification and solution 
targeting in the right way, and documented that decision-making process, you’re probably 
a third of the way to compliance. 

The rest comes down to testing and monitoring the solutions, and this is where 
regulators have had the most trepidation. Why? They’re concerned about the so-called 
“black box” problem. 
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The Biggest Compliance Hurdle

The black box problem refers to the difficulty in understanding and explaining the reasons 
for the outcomes of an AI-driven analysis. If you can’t explain how a model produced the 
outcomes it produced, how do you know you’ve properly trained it? How do you test it? 
How can you comply, for example, with FCRA requirements to notify your customers who 
are denied credit and explain the basis of their denial? How do you monitor the potential 
for disparate impact in fair lending violations? How do you explain to regulators why a 
particular transaction may have been flagged as potentially fraudulent or criminal or a 
particular series of internal communications was flagged as potential misconduct? 

Regulatory guidance governing the use of models places significant weight on the process 
firms use to develop and validate their models, requiring an understanding of the factors 
that drive outcomes. To paraphrase official guidance,1 firms are expected to understand 
and document the theory, design, and assumptions underlying their models. This 
expectation can present a real challenge, especially for more adaptive AI tools and more 
complex neural network tools, because the model’s assumptions and—to some extent—
design may be dynamic. In these cases, it is particularly difficult to link inputs and outputs 
or to explain the assumptions underlying a model.

In financial services, the black box problem is compounded by a related problem: the 
baseline problem. This concept is most clearly exemplified in the case of autonomous 
vehicles, which are new—and therefore scary. Despite the fact that over a hundred 
people are killed in car accidents every day in the United States, every accident involving 
autonomous vehicles is national news. The novelty of certain applications of AI has created 
perhaps excessive scrutiny of their shortcomings and limitations, measuring performance 
against perfection rather than against existing alternatives. Which is not to say firms should 
overlook the limitations of their models! Quite the contrary. A realistic assessment of an 
algorithm’s limitations, especially by independent validators, will help convince regulators 
that your process is rigorous and may help to establish more realistic expectations. 

The financial services industry—and other highly regulated industries—have to seriously 
contend with this hurdle. Until AI can be demystified for regulators, deployment in these 
sectors will continue to receive extra scrutiny. 

Stepping Up

The regulatory community is actively working to overcome the challenges related to 
AI integration. They’re starting with education: learning about the various types of 
machine learning tools and how they’re being deployed. There’s been increasing adoption 
of innovation offices2 and other ways to engage formally or informally with market 
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participants. Regulators are going to conferences and talking to outside experts. Each 
of the past two years, for example, the entire FinTech Innovation Lab class came to 
Washington for meetings with a small army of financial regulators. Each time we had a 
truly productive and engaged dialogue. Without a doubt, there’s an earnest effort in this 
community to understand this technology and applications.3 

Interestingly, at the meetings in 2018, there was a shift in tone from regulators. While still 
focusing on testing and model validation, regulators were discussing ideas and potential 
solutions rather than just asking questions. It was very clear that they’d already taken 
a really hard look at their model risk management framework, and thought hard about how 
it might apply in the context of AI. I don’t think we’re at a point where we have a ton of 
answers, but we are making substantial process. 

One challenge I haven’t seen the regulatory community do enough to tackle, at least 
so far, is the human capital dimension—bringing serious expertise in-house. This challenge 
applies well beyond AI—to FinTech as a whole—but may be especially acute in areas like  
AI or blockchain that are so esoteric and specialized. There hasn’t been a significant shift 
in hiring priorities from the regulators in trying to bring in more expertise, something that 
would undoubtedly help regulators address all of the substantive issues more directly 
and effectively.

Regulators & Innovators Coming Together

Bridging the gap between regulators and innovators is often framed as one or both sides 
needing to “compromise.” While progress will ultimately require a mindset shift on both 
sides, I hesitate to view this as binary, which implies zero-sum outcomes. In many cases, 
where AI is being implemented in financial services, firms and regulators generally share 
the same objectives. We all want more accurate underwriting. We all want deeper, more 
contextualized analysis, more accurate models, and more effective surveillance and 
fraud prevention. These things are good for customers, and they’re good for safety and 
soundness. In short, there’s a broad set of shared objectives that make this more of a 
positive sum than a zero-sum game. 

That said, a mindset shift is necessary. Regulators have taken the first step in making that 
mindset shift. They’ve crossed the most important bridge: They now see the potential 
benefits from AI across a wide number of use cases. This step has provided motivation to 
push through that fear of the unknown and increased their appetite to work with industry 
to explore solutions. This change is clear in the level of engagement we’re seeing from the 
regulatory community. Regulators aren’t just sitting back and asking questions anymore: 
They’re sincerely looking for answers. 
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While that is true of senior regulators, and innovation teams in Washington, practitioners 
will tell you that openness to new approaches can often take a while to filter down to 
examiners in the field. As a result, firms can be caught flat-footed when policymakers in 
Washington appear comfortable with new solutions but their examiner pulls out last year’s 
checklist and notices all the boxes don’t match.  

On the industry side, there’s often a failure to appreciate the importance regulators place 
on the process. Industry is naturally concerned with outcomes. Regulators want to make 
sure businesses have the right policies, procedures, and governance in place. They want to 
make sure that firms are exercising good judgment, but they don’t want to substitute their 
own judgment for that of business leaders. 

To enable regulators to make their own judgment around what is and is not acceptable, 
building the appropriate controls and governance framework around model development, 
implementation, and use is critical. When it comes to AI, monitoring outcomes is a key 
component of that control framework, but it’s not the only—or even the most important—
thing. It’s important to step back and understand the way regulators will view the risks 
associated with AI. Try to put yourself in their shoes. Independent review of AI solutions 
by people familiar with the business needs—but not involved in the development of the 
solution—can help provide some objectivity.

In the longer run, I’m also not sure industry appreciates how much the bar for effective 
compliance will be raised as more advanced technologies are adopted. Today’s cutting-
edge technology is tomorrow’s baseline expectation, so firms should be preparing now for 
those heightened expectations.

Cheaper vs. Better

While regulators generally do not second-guess business judgments, when it comes 
to RegTech—technology solutions used in regulatory and compliance functions—
they certainly will be focused on effectiveness  (catching more bad guys). This focus 
has the potential to create a disconnect, because efficiency (fewer false positive) is, 
understandably, a big part of the appeal of RegTech and a big part of the value proposition 
of AI in particular. Regulators, however, will be more interested in effectiveness. 

In transaction monitoring for BSA/AML compliance, for example, banks are very interested 
in reducing the notoriously high rate of false positives, which has been north of 90% in 
many cases, leading to thousands of staff hours spent processing those alerts. Regulators, 
on the other hand, are far more focused in increasing the total number of true positives. 
In a world where less than 1% of money laundering is caught, catching more bad guys is a 
higher priority to regulators—even if it costs more—than catching fewer bad guys but doing 
so more efficiently. 
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The recent large fines against U.S. Bank for reporting suspicious financial activity are a 
good example. Essentially, U.S. Bank was calibrating its “suspicious activity” reporting based 
on available resources, and regulators responded with a clear message: The bank needs 
have an effective framework in place and dedicate whatever resources are required to keep 
it effective.

Fortunately, AI holds out the promise of bending the “risk-cost” curve—that is, in areas 
like BSA/AML compliance, AI seems likely to be capable of achieving better outcomes and 
doing so more efficiently. 

Parting Words for Industry

It might sound corny, but, if you really want to stay compliant while you build, test, and 
deploy AI, focus on doing the right thing. AI applications can have a huge impact on 
people’s lives, and those that build them have an obligation to do so conscientiously. 

Part of the appeal of AI is that it replicates tasks that we once thought only humans could 
do but without the bias of human decision-makers. There are, however, many accounts 
of ML applications taking on human biases. Early sentiment algorithms on Instagram, for 
instance, associated the word “Mexican” with the word “illegal” in initial testing because of 
the frequency of their association on parts of the internet. 

The regulatory community is well aware of these risks and expects industry to address 
them. And this isn’t limited to the United States. The incoming Chair of the FCA recently 
highlighted the risk of the misuse of data—for example, algorithms that produce results 
that undermine confidence in the fairness of the financial system—as his number one 
priority. 

The Treasury Department’s recent 222-page report on FinTech included some astute 
observations on the topic of the responsible use of AI. The phrases were mentioned almost 
in passing, and have received little attention, but I believe they point the way forward. 
Treasury called for “an appropriate emphasis on human primacy in decision making 
for higher-value use-cases relative to lower-value use-cases” and the importance of 
“accountability of human beings.” Algorithms are built by human beings, and those human 
beings should be responsible for the outcomes. 

Practically, this means you have to be really thoughtful when you’re training algorithms. 
You have to think hard about the data that’s being used and how you’re testing. You have to 
test repeatedly and rigorously and obsessively monitor outcomes against both business and 
regulatory expectations. 
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Innovate or Else: Regulation, 
Technology, & Financial Crime’s 
Arms Race
By Livia Benisty and Luke Mawbey of ComplyAdvantage

Industries become highly regulated where failure has significant consequences. Sectors 
like healthcare, education, and finance are not subject to the same risk calculation as a 
retail store. In such industries where the impact is higher, new technologies are harder 
to integrate, particularly when the output of such technologies is not well understood 
nor explainable.

The Need for Intelligible AI

Currently, few financial regulators have a strong understanding of the mechanisms of AI or 
ML or what the implications of their use could be. This lack of understanding and perceived 
absence of thorough testing remain obstacles to more prolific implementation.

When Microsoft’s AI chatbot Tay was released on Twitter, it was shut down after 16 hours 
of interacting with other users as its tweets had become racist, demonstrating the potential 
impact of human bias in training data. If AI systems are to be used in situations where they 
may have a material impact on people’s lives such as providing someone access to finance, 
blocking a transaction or closing an account, any such bias is unacceptable.

Financial regulators rightly expect institutions to be able to justify the reasons for decisions 
and actions. This requirement further enhances the complexity of the situation, as AI 
systems typically produce results and decisions that are not always easily explained or 
untangled. Unsurprisingly, this opacity has limited the use of ML and AI in such domains, 
and has meant that some of the best technologies have remained under-utilized in the fight 
against money laundering and financial crime.

Global Regulatory Initiatives

The Financial Conduct Authority (FCA) in the UK has been actively engaging with private 
industry as well as research institutions to investigate potential uses of ML in the detection 
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and prevention of money laundering. In May 2018 they conducted a TechSprint and 
recently concluded “Data Science Week” which included discussion on how AI is changing 
the work of regulators. 

The Monetary Authority of Singapore (MAS) is developing a guide to promote the responsible 
and ethical use of AI and data analytics by Financial Institutions (FIs) and, in November 2017, 
announced a 27 million dollar grant to support this. In September 2018, the Financial Action 
Task Force (FATF) held a forum with regulators and private industry to discuss the possible 
uses of new technology in the regulation of cryptocurrencies, identification of individuals 
and companies, and information sharing. AI and ML were raised during many of the panels. 
Each of these initiatives is expected to produce further output in the near future.

Balancing Regulation & Innovation

It is the regulators’ role to protect consumers and the stability of the financial markets. 
Many are realizing that with the explosion of available data and the expansion of regulatory 
responsibilities, AI may offer one of the only ways to appropriately manage risk. It is 
expected that over time regulators will adapt to the changing technology landscape. 
However, this may be problematic in an industry like anti-money laundering (AML) where 
the challenge is essentially a battle between those trying to launder funds and those trying 
to detect and prevent them. If the perpetrators of such crimes are quicker to adapt to 
new tools and technologies to enable their trade, FIs will be critically hamstrung by their 
response.

For its part, industry needs to seek out innovative solutions that also take into account 
regulators’ concerns. The use of ML in finance is paying dividends. While barriers remain 
to the use of these technologies in active decision making on people, transactions, or 
accounts, they can still be used to generate the data and information on which to base 
decisions. Using AI to collect and collate data may be more palatable initially than models 
which predict and monitor behavior.

There is a common fear that the new wave of technology in finance will lead to an uptick in 
financial crime. Critics see the digitization of money and the efficiency of modern payment 
services as enabling criminal activity—especially when managed by firms who may not have 
the necessary expertise to conduct proper due diligence and monitoring. The counter-
argument is that as technology enables faster payments and exponentially increases the 
data to be monitored, similarly, technology can and must be used to uncover deeper 
insights and leverage massive volumes of data in ways human analysts can’t.
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Time Is of the Essence

Globally it is estimated that 1-3% of money laundering is detected. It is only possible to 
conclude that existing tools are failing. In the arms race that is money laundering and 
financial crime, only one party is exploiting technology to its maximum potential. A critical 
element in leveling the playing field is to bring the same weaponry to the fight, and in 
today’s world, that means big data techniques and machine learning.

Executed the right way, technology can align the interests of industry and regulators. 
Compliance is becoming harder; not only is regulation changing frequently, but the amount 
of data to monitor is growing exponentially. Traditional tools cannot keep up. Regulators 
focused on the achievement of important outcomes recognize that industry needs new 
ways of fulfilling their obligations and that technology may offer those solutions. The right 
technology will be the key to better compliance, better detection of financial crime, and 
more efficient processes, meeting the needs of both regulators and financial institutions.
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The Mismatch: Why Regulation & 
Innovation Clash
Adapted from an interview with Matthew Van Buskirk of 
Hummingbird Regtech

One of my co-founders, Jo Ann Barefoot, has a slide she often uses in presentations.  
It features side by side pictures of politician Barney Frank and Steve Jobs. “If you gave  
both of these people the same task,” she’ll observe, “they would go about it in completely 
different ways.”

Regulators and the industries they oversee approach the same challenges from different 
perspectives. This divergence is particularly clear in moments of rapid technological 
change. This divergence is also particularly important to understand in these times.

AI has arrived, and its rapid adoption into business processes has again brought the 
spotlight on these differences. In my career, I’ve been very fortunate to have spent time 
in both camps, and, using this experience, I’d like to share observations to help firms—
especially those in highly regulated industries—understand the perspective of those on the 
other side of the divide. 

Regulation, Anachronisms, & Technology 

Our regulatory system was built in, and for, an analog era. Many of the laws that 
police modern systems were written 40 to 50 years ago, long before computers were 
a fundamental business resource. Because of this, the rules that govern technological 
integration now are rooted in a world long gone: one in which people (and people alone) 
were the ones filling out forms and organizing folders.

Along with the assumption of manual labor, the current regulatory policy is bound by 
another key concept: an emphasis on process over outcomes. In the 1970s, when many of 
the relevant laws were taking form, regulators couldn’t actually measure how well a given 
policy produced the desired results. They just didn’t have the data—or the computational 
horsepower—to come to those conclusions. As a consequence, regulators focused on 
holding industry to the process standards that would, hypothetically, lead to policy goals. 
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Taken together, these influential policy principles form a substantial philosophical barrier 
to the successful integration of AI: Regulators focus on processes, and those processes 
need to map to our expectations about manual labor. They need to be intuitive and 
explainable. 

Unfortunately, these are precisely the kinds of characteristics AI doesn’t have. Built on 
the dense, mechanistic mapping of inputs to outputs produced through training, modern 
machine learning models make mathematical inferences fiercely resistant to intuition and 
justification.

But explainability is only part of the problem. 

Among other recommendations, the Office of the Comptroller of the Currency’s (OCC) 
model risk governance guidance outlined the necessity of maintaining the ability to 
reproduce a model’s historical versioning record. In other words, firms have to be capable 
of returning to any point in time in a model’s developmental path, replicate its former 
function and conclusions, and explain any subsequent changes made. If a model produced 
a certain result in September of 2016, for example, its operators should be able to show 
regulators how its calculations worked and how conclusions were reached...even if it’s two 
years later and the model has changed 25 times since then. 

While understandable, these expectations are destined for disappointment. AI applications 
evolve too rapidly to allow their operators to return to a given past version and dig through 
expired math in search of justification. 

For many modern applications, historical version accessibility is simply impossible. 

From Explainable to Effective

Regulators are hesitant to accept modeling techniques that are not fully explainable, but 
that’s starting to change. 

On a global level, perspectives are slowly shifting to emphasize results—a move made 
possible in part by recent technological advances. Regulatory organizations now have 
access to the data and computational power necessary to actually measure performance, 
allowing them to finally assess whether a model is producing the outcomes the original 
policy intended.

There are experiments going on in credit scoring that exemplify this transition. Financial 
institutions want to use alternative data to expand credit access to those without the clear 
financial records that current scoring methods require. But, before they can, they have 
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to demonstrate to regulators that their innovations produce accurate results and do not 
inadvertently harm groups protected under law. 

To do this, they’re employing historical backtesting. 

First, a historical dataset of a population that includes the customer profiles, including 
their financial background and consequent credit performance, is identified. The customer 
profiles and financial histories are then analyzed by both approaches, producing two 
sets of creditworthiness breakdowns. With information available at a given point, who 
in the dataset would have been approved for a loan? The selections produced by both 
methodologies are then compared to subsequent credit records, allowing for a clear sense 
of the relative effectiveness of the methods. 

While this kind of assessment is certainly intuitive, mass adoption requires a paradigm shift 
in regulatory thinking. Examiners who have spent their entire lives thinking of compliance 
as process adherence are going to need a new framework, one based on empirical metrics.

Exponential Growth & the Future of Regulation

As much as industry needs to understand the regulatory perspective to keep the broader 
needs of society in view, regulators have to understand the reality of technological 
innovation...and what it means for them. Part of this work is the serious and critical 
exploration of past assumptions and a policy revision that fits an increasingly automated 
world.

But there is an even deeper misalignment worth considering. 

Mathematically speaking, policy-making and technological innovation are not the same 
order of function: The former produces linear growth, the latter, quite often, exponential. 
Cryptocurrencies provide a good illustration of this mismatch. It took years for regulators 
to analyze and write rules for Bitcoin, Litecoin, and other digital assets. And, by the time 
these policies took effect, the fundamentals of the underlying technology had radically 
changed, calling into question the suitability of the newly minted regulation. 

Regulators face a daunting, escalating challenge with AI...and technological innovation 
more broadly. To meet this challenge, industry players and regulatory authorities need to 
continue to come together. For the first time in regulatory history, there is an opportunity 
to both increase effectiveness and reduce costs through the use of outcomes-oriented 
technologies. Industry and regulators need to come together now to develop a new policy 
framework for the next 50 years.
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Understanding Explainable AI
Adapted from an interview with Vamsi Koduru of Quantiply

For the longest time, the public perception of AI has been linked to visions of the 
apocalypse: AI is Skynet, and we should be afraid of it. You can see that fear in the reactions 
to the Uber self-driving car tragedy. Despite the fact that people cause tens of thousands 
of automobile deaths per year, it strikes a nerve when even a single accident involves AI. 
This fear belies something very important about the technical infrastructure of the modern 
world: AI is already thoroughly baked in. 

That’s not to say that there aren’t reasons to get skittish about our increasing reliance on AI 
technology. The “black box” problem is one such justified reason for hesitation. 

Inside the Black Box Problem

The existing methods for understanding the results of machine learning models all have 
critical limitations. Ad hoc application of machine learning tools or visualizations may 
yield insights about the original model, but they do not tell us when to apply different 
methods, or when or why we expect these methods to mislead or fail. Approaches that 
are tailored to specific use cases, such as visualization and text generation, fail to provide 
the general principles that guide the programmatic development of explainable AI. Finally, 
any approach that relies on human technical experts to explain results to human domain 
experts faces bottlenecks due to the limited number and high cost of such experts.

While a challenge in almost any deployment scenario, in highly regulated industries, like 
finance or healthcare, the black box problem is a particularly daunting barrier. There is a 
natural reluctance to introduce anything new into the delicate dance of technology and 
compliance that exists in these spaces—and that reluctance is only intensified when that 
new thing is, more or less, unexplainable.

Getting to Explainable AI

Despite the fact that humans often struggle to precisely explain how they came to their 
decisions, what they do provide is, at the very least, intuitive: We can always refer to some 
driving sentiment or set of emotions that went into a given choice. That justification, 
however imprecise, is still closer to acceptable than the mystery of a black box. 
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So the question we’re facing is simple: How can we achieve that intuitive access with AI? 
How transparent can we get AI to be? 

When I mention transparency, I’m not speaking at the mathematical level. Even though 
understanding the mathematical explainability provides the soundness of the machinery, 
explaining all the component minutiae is just too difficult, too zoomed in, and almost 
guarantees the audience will miss the forest for the trees. Instead, I’m speaking about 
context, the level where major developments in a decision chain result in a given output. 
The numbers need a narrative around them. The business needs this information so they 
can internalize and transfer it to a future problem after the concepts have drifted. 

Fundamentally, addressing an AI system at the process level means visualizing the model as 
a pipeline: Break the system down into segmented processes, and describe each step taken 
on the journey from data to decision. I believe, for example, that many applications can be 
illustrated as the following 9-step process: 

1. Raw Data. The raw data source (database access) or files.

2. Data Views. Views on the problem defined as queries or flat files.

3. Data Partitions. Splitting of data views into cross-validation folds, test/train 
folds and any other folds needed to evaluate models and make predictions for the 
competition.

4. Analysis. Summary of a data view using descriptive statistics and plots.

5. Models. Machine learning algorithm and configuration that together with input 
data are used to construct a model just-in-time.

6. Model Outputs. The raw results for models on all data partitions for all data views.

7. Ensembles. Ensemble algorithms and configurations designed to create blends of 
model outputs for all data partitions on all data views.

8. Scorecard. A local scoreboard that describes all completed runs and their scores, 
sorted and summarized.

9. Predictions. Final predictions for deploying into production.
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Illustration of Model Process in 9 Steps

If an AI system is treated as a flow—instead of just data to prediction—and we flesh out the 
key phases that happen in between, then it becomes much easier to provide a line of sight, 
understandability, and general explainability on how a model is going from A to Z. 

Explainable AI Is Not Just for Compliance

The ability to explain the rationale behind one’s decisions to other people is an important 
aspect of human intelligence. It is not only important in social interactions—e.g., a 
person who never reveals one’s intentions and thoughts will be most probably regarded 
as a “strange fellow”—but it is also crucial in an educational context, where students try 
to comprehend the reasoning of their teachers. Furthermore, the explanation of one’s 
decisions is often a prerequisite for establishing a trust relationship between people, e.g., 
when a medical doctor explains the therapy decision to the patient. Although these social 
aspects are less important for technical AI systems, there are many arguments in favor of 
explainability in artificial intelligence. Here are the most important ones:

1. Verification of the system: As mentioned before, in many applications one must not 
trust a black box system by default. For instance, in financial institutions, the use of 
models which can be interpreted and verified by auditors, examiners, and regulators 
is an absolute necessity in order to correct any false conclusions that a model 
might have drawn. A model can learn that certain financial activities have a much 
lower probability of suspicious activity than others, but an AML expert can quickly 
determine if the inputs and weights provided to these models were correct to begin 
with. AI models are making inferences solely from the data, whereas AML experts 
would immediately recognize that a particular result cannot be true as inputs and 
weights given to the system were incorrect. 

2. Improvement of the system: The first step towards improving an AI system is to 
understand its weaknesses and limitations. This grasp, obviously, is more difficult 
with a black box system than a more transparent one. Detecting biases in a model 
or dataset is easier if one understands what the model is doing and why it arrives at 
its conclusions. Furthermore, model interpretability can be helpful when comparing 
different models or architectures. For instance, models may produce similar results 
but differ largely in the features on which they base their decisions. The better we 
understand what our models are doing (and why they sometimes fail), the easier it 
becomes to improve them.
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3. Learning from the system: Because today’s AI systems are trained with millions 
of examples, they may observe patterns or insights in the data which are not readily 
apparent to humans. The AI system consequently can identify new typologies or 
scenarios which can be adapted by institutions. These otherwise hidden insights can 
be crucial to improving model performance and reducing risk exposure. Systems that 
are able to explain how they discovered these new insights will be able to add the 
most value as now this process is repeatable and verifiable.

4. Compliance with legislation: AI systems are affecting more and more areas of our 
daily life. Many legal concerns have recently received increased attention, such as the 
assignment of responsibility when systems make wrong decisions. Explainability of AI 
system decisions allows companies to better understand the entire reasoning process 
and builds trust with AI implementations, which can help businesses, the workforce, 
and customers better embrace AI.

Methodology for Achieving Explainable AI

As AI gets more and more complex there is an increasing need to understand the how and 
why behind every prediction a model makes. By keeping in mind the wants and concerns of 
our audiences, we’ve developed a Consistent, Repeatable, Auditable, Fair and Transparent 
(CRAFT) approach to explainable AI (XAI). Let’s dive in to understand why each attribute is 
important:

1. Consistent: AI models always look for patterns in the data. It is important that 
the models recognize the patterns but also make the same predictions every time it 
recognizes a specific pattern. Through consistency, we can ensure that the models 
are learning the right patterns. For example, we have three red spheres and have 
trained a young kid that these three objects are spheres. Learning the wrong patterns 
can be catastrophic and prevent consistency. Hence, we take great measures to 
understand the quality of our predictions and tie it to the patterns the model is 
learning.

2. Repeatable: Many artificial intelligence models are designed with some 
randomness. The randomness stems from the mathematical techniques applied to 
develop the model. If a prediction is made on day one or day 100 using the same data, 
it is extremely important that we see the same prediction is made by the model. If 
different predictions are made, then the user immediately loses trust in the model. 
Therefore, it is extremely important that repeatability is a key attribute to remember 
when developing models.
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3. Auditable: Beings human, we know the importance of being held accountable for 
mistakes that we make. Accountability is a key attribute that motivates us to learn 
from our mistakes and do better in the future. Similarly, it is important to hold models 
accountable for false predictions. Based on the severity of the false prediction we 
penalize the model so that it learns immediately and doesn’t repeat similar mistakes in 
the future. But only providing constructive negative feedback is not healthy, so there 
must be a balance. Hence, we ensure that we reward our models when they make 
correct predictions. By carefully defining reward-punishment policies we can ensure 
that our models are always held accountable.

4. Fair: Just like humans, models operate with biases. It is our responsibility to ensure 
that models don’t make decisions with extreme biases. The source of bias could either 
be the data or the mathematical design of the model, but it is very important that we 
understand the source if we want our models to be fair. In anti-money laundering 
situations, it is not only important to make accurate predictions, but it’s important to 
make fair decisions. Humans make mistakes too, but if our decision-making process 
sounds fair, we are more accepting of the decision made. We hold our models to the 
same standard.

5. Transparent: If a model makes fair and consistent predictions, and even if its 
predictions are repeatable, none of this information can be verified unless there is 
transparency. We ensure that we are fully transparent. We are able to share all of the 
logic and decision-making processes taking place under the hood of our analytics 
platform. 

Working with Industry & Regulators

For firms to accept new, complex AI technology into their process, the top levels have to 
feel reassured. You need to demonstrate that the solution is transparent; you need to walk 
execs through each of the solution’s different component processes; you need to get buy-in 
from the decision-makers. 

And all this needs to be done in small increments. The “rip and replace” pitch is a perilous 
approach. Instead, the focus should stay on augmenting a company’s existing investments, 
delivering value in the short term to establish trust (through a 30 to 90 day proof of 
concept), and expanding integration over a longer period of time. With the fear around  
AI today, small, value-centered steps are key to helping companies feel comfortable with  
a given solution.

To convince regulatory authorities, vendors, and their customers have to be able to 
account for three specific aspects of an AI system’s behavior, which is determined by the 
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machine learning model used to train the AI. These traits are as follows:

1. Explainability: The ability to understand the reasoning behind each individual 
prediction.

2. Transparency: The ability to fully understand the model upon which the AI 
decision-making is based.

3. Provability: The level of mathematical certainty behind predictions.

To lay the groundwork for approval, it is critical—especially for vendors who often forget 
this step—to actively pursue relationships with regulators. Getting sophisticated AI to 
compliance is a journey, and you’ll want to start that process with firm footing. Work 
very closely with the regulatory bodies to identify what can produce high quality and 
trustworthy results. 

Neural Nets & the Future of Explainable AI

You can’t just look inside a deep neural network to see how it works. A network’s reasoning 
is embedded in the behavior of thousands of simulated neurons, arranged into dozens or 
even hundreds of intricately interconnected layers. The neurons in the first layer each 
receive an input—like the intensity of a pixel in an image—and then perform a calculation 
before outputting a new signal. These outputs are fed, in a complex web, to the neurons 
in the next layer, and so on, until an overall output is produced. On top of this, there is a 
process known as back-propagation that tweaks the calculations of individual neurons in a 
way that lets the network learn to produce the desired output.

The many layers in a deep network enable it to recognize things at different levels 
of abstraction. In a system designed to recognize dogs, for instance, the lower layers 
recognize simple things like outlines or color; higher layers recognize more complex stuff 
like fur or eyes, and the topmost layer identifies it all as a dog. The same approach can be 
applied, roughly speaking, to other inputs that lead a machine to teach itself: the sounds 
that make up words in speech, the letters and words that create sentences in text, or the 
steering-wheel movements required for driving.

Just as many aspects of human behavior are impossible to explain in detail, perhaps it won’t 
be possible for AI to explain everything it does—especially as these systems become more 
and more complex. If somebody can give you a reasonable-sounding explanation for his or 
her actions, it is probably incomplete; the same could very well be true for AI. It might just 
be the nature of intelligence for only a piece to be exposed to rational explanation. Some of 
it is just instinctual, subconscious, or inscrutable.
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If that’s so, then at some stage we may have to simply trust AI’s judgment or do without 
using it. Until that time (if it ever arrives), explainable AI will be a critical piece of innovation 
in highly regulated industries. 
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Transparency Isn’t Enough 
Adapted from an interview with Gurjeet Singh of Ayasdi 

AI integration has become a prime business directive, and the race to operationalize every 
credible AI application has truly begun. While there is no shortage of obstacles to the 
successful deployment of these technologies, one in particular, the AI “black box” problem, 
is by far the most imposing. If an operator cannot understand how the system they use 
works, their ability to improve the system’s results—or even explain them—is undermined. 
In highly regulated industries, this lack of explainability can kill an integration project: 
Compliance is difficult if explanations aren’t forthcoming.

While many point to transparency as the answer to the black box problem, the reality is 
more complex. The good news: transparency is easy. The bad news: it’s not enough.

Transparency is pulling back the curtain on a system and pointing to the model, the math 
that drives it, and the specifics of the data it uses. It’s a purely mechanical reveal of the 
system. It does not provide human intuition as to what the machine is doing or, more 
importantly, why. This is not to suggest that transparency is without value; however, it does 
not go very far towards demystifying sophisticated AI systems. 

Understanding the Challenge

The problem with transparency is that even the clearest, mathematically precise mapping 
from data to decisions fails to provide human intuition with enough to understand its 
behavior. Regulators want to be able to have intuitive access to what a given system is 
doing, and thousands of pages of equations or data descriptions are about the farthest 
thing from intuitive. 

Right now, firms are going to extreme measures to meet these regulatory expectations. In 
the financial services space, internal model review groups are commonly used to assess a 
model’s performance and meet compliance standards. Composed of armies of people, these 
groups are given the model’s inputs and outputs and asked to produce clear justifications 
for the model’s behavior. Already pushing the limits of feasibility, manual strategies 
like these will reach their breaking point very soon, as input data quantities and model 
sophistication are only growing. 
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So the challenge facing highly regulated industries on this topic is actually a set of 
challenges: 

1. Transparency isn’t sufficient to meet regulatory needs. 

2. Justification is needed, and this is often currently done through resource-heavy  
manual processes.  

3. These manual solutions are reaching their limits and will soon be overmatched by 
the accelerating complexity of AI applications and the exponential growth of the data 
they ingest. 

In short, a better means of producing justification is desperately needed. 

Solving for Justification: Regimes

AI’s monolithic complexity is the black box problem, so simplifying the technology would 
seem to be the obvious first step towards a solution. But complexity is also a necessary 
attribute of systems capable of solving the kinds of problems we’re asking AI to solve. In 
many useful instances, machine learning applications can’t be effective and simple at the 
same time. 

But there are ways of creating a rougher, simpler, but more intuitive understanding of a 
model’s activity. This strategy involves separating the model’s dataset into regimes (major 
collections of data that have similar attributes or values). Once to divided this way, the 
model’s behavior under different data regimes can be observed, recorded, and analyzed. As 
one might expect, patterns emerge, allowing the system’s operators to achieve a general 
understanding of what the model is doing: Given a certain regime, the model will perform 
in these certain ways. 

A practical example can be found in clinical variation management in the healthcare realm. 
When looking at the entire patient population, it is difficult to discern what the appropriate 
treatment path would be as there are simply too many variables. In this case, grouping the 
patients by similar outcomes facilitates understanding of what constitutes good care and 
what constitutes bad care. 

Solving for Justification: Students & Teachers

Another approach to achieving the benefits of both simplicity and complexity is through 
a technique known as student-teacher learning. In this approach, a sophisticated AI 
application is used to decode a dataset. It produces the key insights and relationships; it 
creates the essential mapping of inputs to outputs. Once this phase is complete, another, 
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simpler application is deployed. But, instead of learning from the data, this application 
learns from the other model, producing a streamlined version of the input/output 
relationship the other model created. In other words, the simpler model extracts the “rules” 
discovered by the other model—this is called a “rule extraction”—and it is this far more 
intelligible, justifiable model that actually goes into the production technology. 

An intelligent anti-money laundering application can be used as an example. Banks invest 
millions of dollars in transaction monitoring systems (TMS) and associated investigation 
teams to follow up on suspicious account activity. TMS systems are, put simply, a collection 
of rules, and generating the right rules for these systems is a core challenge these 
departments face. They apply business logic, domain expertise, and tribal knowledge 
to construct a set of rules they hope will catch suspicious transactions—and only 
suspicious transactions. 

Here’s where the student-teacher model comes in. An unsupervised machine learning 
application can be used to derive the rules from the relevant transactional and incident 
data, and then a rule extraction system—the student model—can extract the rules from the 
unsupervised machine learning application—the teacher model. 

These more sophisticated rules can then be vetted and approved by regulators, and 
integrated into the rule-based TMSs without altering the workflow, essentially upgrading 
the TMS to an intelligent application. 

Solving for Justification: Atomicity

Atomicity is another complementary approach to getting closer to justification. This is 
a term straight from the computer science lexicon, and, in this context, it describes the 
process of breaking down a system into a series of operations and providing a rationale for 
each operation in the chain. From a machine intelligence perspective, atomicity means that 
one understands, at the atomic and most granular level, why the machine did what it did—
in terms that a human can comprehend. 

It’s important to note that these explanations vary by application: It is a mistake to assume 
that a single UI framework, doc, or output of any kind will suffice for all industries and 
circumstances. What counts as an explanation means very different things to physicians, 
fraud investigators, and quantitative traders. Consequently, the solution to this problem lies 
at the intersection of AI and UX design. 

The student-teacher approach and atomicity can be combined to deliver the highest 
level of justification. Given that any truly sophisticated AI process is, more or less, a chain 
of complex input/output relationships, only by applying both strategies can a complex, 
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opaque process be broken down into its complex, opaque parts. Simpler models learn the 
input/output mapping of each part and are used in the production system. Finally, context-
specific explanations are created for each new, simplified component operation in the 
chain and built into the operator’s UI view. 

The net effect is that, for every action that the machine takes, there is an explanation. 

No Silver Bullet

As you have likely picked up on, there’s a meta-strategy at work here. Solving the black 
box problem is going to look different depending on the specifics of the deployment and 
industry, and firms are going to need to be fluent in the range of techniques used to solve 
for the justification their situation requires. This kind of sophistication is going to be a 
must. AI is only going to get more complex, and industry cannot expect the regulatory 
community to want less insight into the increasingly consequential decisions  
AI applications will help drive. 
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Three Ways to Tackle the Black 
Box Problem & Four Questions to 
Ask AI Vendors to Stay Compliant 
Adapted from an interview with Nadav Ellinson of Intelligo 

The “black box” problem towers over the business world. 

The challenge isn’t limited to a particular industry or space. It’s an issue for every company 
that uses machine learning. And it’s also not just about compliance. While the regulatory 
barriers posed by AI’s opaque nature are serious, it also raises basic questions of service 
quality. In our space, background check services, the businesses we serve rely on our 
reports to make key investment decisions, and that’s not something that should be left to a 
process that no one can explain. For these reasons and many more, AI can’t just be a means 
to a better end; it also needs to be a means to an intelligible end. 

For those currently grappling with this challenge (and the others that soon will), I’ll review 
three primary ways of dealing with this issue: quality assurance, user experience, and 
human review. 

AI Needs QA

Step one in the journey towards compliant and trustworthy AI is quality assurance, and 
this process starts with the data we use, from the sources and databases our algorithm 
finds to the information it receives from data providers. We carefully select our sources, 
and thoroughly vet datasets for accuracy. Even after integration, we regularly audit all 
provisioned data to ensure our information standards are met. We review our data query 
protocols, set up monitoring systems, and prepare contingency plans. 

But it’s not only ingest data that requires these measures. Complex AI systems go through 
multi-step reasoning processes, and, at every point in that chain, the accuracy of data has 
to be validated. Every product release also merits this sort of scrutiny, as the accuracy of 
each new version of your model should be reassessed. New behavior and performance 
baselines need to be established as a fundamental—and critical—point of reference and 
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a question needs to be answered: Have any of the system’s new features or innovations 
unexpectedly impacted any aspect of the automation?

I’ve covered accuracy and uptime, but quality assurance also means comprehensive 
information coverage. For us, the proceedings of 20,000 US courts, thousands of news 
outlets, and hundreds of regulatory watchlists are critical intelligence, so this is an 
enormous challenge. We have to take extreme steps to ensure all the relevant data is 
brought to bear on our system’s decision process and is presented in a user-friendly 
manner to the client. We’ve identified that a large pain point for our customers is the need 
for continually updating critical information. We’ve enhanced the information coverage 
available in the market by producing a new product called Ongoing Monitoring, which 
addresses their needs by continuously analyzing critical databases and alerting clients 
to the behavior of their subject, even after we’ve published their initial reports. We’ve 
leveraged AI in this way to sift through critical datasets and extract meaningful information 
so that our clients receive immediate alerts.

By taking quality assurance seriously, by frequently (even obsessively) reviewing and 
assessing every aspect of the model’s mechanics, and by ensuring data is always up to date 
and available through live alerts, you have laid the foundation for a compliant AI system.  

AI Needs UX 

The second part goes to the crux of the explainable AI problem: building the tools and the 
interface necessary to justify the machine’s decisions to its human operators. 

While this is the subject of ongoing academic research, there are ways of tackling this 
challenge today. This is particularly true in supervised learning systems, where the model’s 
features are known and can be measured. Let me give you an example, drawn from our 
space, that might help illustrate how something like this can be achieved. 

Imagine you’re doing background research on Peter Jones and you know a series of simple 
facts about Peter: 

You know that: 

1. His middle initial is D.

2. He was born in 1973.

3. He lives in New York. 

4. He works for a big soda company. 
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Now imagine you’ve found a court case that appears to mentioned Peter, but the 
information it contains is sparse at best. The Peter mentioned in the case has the same job, 
birth date, and middle initial as your Peter. The court case, however, is from California...
and your Peter lives in New York. If you decided that this was a match, despite the potential 
conflict, and presented it without any explanation to a supervisor, then you would run into 
some real problems.

They’re going to spot the discrepancy—and might entirely disregard your recommendation. 
The supervisor and the investigator in this story are in the positions of a human operator 
and an inscrutable AI system. 

Think back to your high-level goals for developing the technology in the first place. For 
us, it was to democratize trust in the business world by giving investors advanced tools to 
run background checks. We’ve been able to achieve those goals by not only providing them 
with a comprehensive product but by giving them insight into the decisions that led to our 
final reports. The technical ways we do so are highlighting the facts that helped us draw 
conclusions and encouraging transparency in how connections were made and analysis 
was conducted. The additions add a vital insight into the decision-making process, making 
it possible for a client to assess the output provided. 

In short, the explainable UX challenge walks you through the decision making process. It is 
the provision of a conclusion with the relevant, broad strokes of a story and a general sense 
of confidence. 

AI Needs Human Eyes

Finally, for many applications, you should seriously consider the use of human quality 
assurance for the final review of any important algorithmic output. For many of our 
premium reports, we use senior analysts to validate key data output, adding a layer of 
assessment that is certainly appreciated by our clients. 

People trust people, and an additional layer of quality assurance can up the confidence of 
those relying on your system. 

Four Questions for AI Vendors

Instead of ending with a summary of what’s been covered, I thought I’d add a useful set of 
questions for tech buyers to ask tech vendors to make sure they’re not getting an opaque 
system they’ll never operationalize. 

1. What do you mean by “AI”? AI is a vague term. It’s a buzzword. So, before you 
let vendors put their system under the magic AI umbrella, make sure you get a 
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clear breakdown of the product’s mechanics. What decisions are made via machine 
learning? What decisions are made using rule-based algorithms or other techniques? 
Why? What are the implications? Demand that vendors demystify their terminology 
and technology. 

2. What do you mean by “explainable”? Take them to task on how their UI delivers 
credible, compliance-ready justification...or, at the very least, how you can access the 
data that underlies a given decision. If a vendor gets squirrely around either of these 
requests, it’s probably best to take your business elsewhere. 

3. What are your QA procedures? For the reasons discussed above, you need to know 
how they choose their data sources, how they process their data, and how they can 
assure continued accuracy over time.  

4. How do humans come into play? My last piece of advice revolves around the 
human element. You need to know exactly how the operators will be interacting with 
the system. What are their core responsibilities? What will they be reviewing? What 
aspects of the process do they influence? 
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Conclusion

We hope this exploration of AI, regulation, and the path to integration has been helpful. 

Basis Technology has been building AI applications for decades, and this experience has 
taught us valuable lessons about the considerations and challenges that those in the 
government and private sectors face on the road to the safe deployment of innovative 
solutions.

The handbook was created for a good, long list of reasons, but chief among those is high 
but grounded, hopes for what successful integration of this generation of AI tools will mean 
for finance, healthcare, and other heavily regulated spaces. Those dreams face a sobering 
reality in the “black box” problem—one that needs to be dealt with seriously—and we 
believe this anthology of advice is as good a resource as any to begin that effort. 

From identity analytics to research automation, we’re developing technology that we 
believe can have a huge impact on industry. These projects are grounded in the facts of 
real-world deployment, so problems facing deployment are never out of our minds.  

If you have a moment, let us know what you thought of the handbook. If you have any 
questions or comments, feel free to reach out to our team at info@basistech.com. 

Thanks, 

Chris Mack 

As VP of Product, Text Analytics, Chris sets the direction for Basis Technology’s flagship 
Rosette text analytics platform. He has a deep and broad understanding of trends in text 
analytics but also knows its consumers—search applications, AI and big data applications, 
financial compliance and intelligence systems. Previously, he built the Rosette customer 
engineering team from the ground up to design and implement solutions using Rosette. Chris 
has spent the last 20 years in software development, data analytics, business strategy, and 
business operations. He received his BS in management from Bentley University where he also 
studied computer information systems.
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